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A single-camera iris-tracking and remapping approach based on passive computer vision is presented. Tracking is aimed at
obtaining accurate and robust measurements of the iris/pupil position. To this purpose, a robust method for ellipse fitting is used,
employing search constraints so as to achieve better performance with respect to the standard RANSAC algorithm. Tracking
also embeds an iris localization algorithm (working as a bootstrap multiple-hypotheses generation step), and a blink detector
that can detect voluntary eye blinks in human-computer interaction applications. On-screen remapping incorporates a headtracking method capable of compensating for small user-head movements. The approach operates in real time under different
light conditions and in the presence of distractors. An extensive set of experiments is presented and discussed. In particular, an
evaluation method for the choice of layout of both hardware components and calibration points is described. Experiments also
investigate the importance of providing a visual feedback to the user, and the benefits gained from performing head compensation,
especially during image-to-screen map calibration.
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1.

INTRODUCTION

Gaze estimation systems are aimed at determining the direction of gaze and/or the location pointed
at by a user. Such systems play an important role in several scientific and application domains, such
as ophthalmology, psychology, and neurology, marketing and advertising, human-computer interaction
and new generation interfaces, aids to disabled people, etc.
The pupil and iris are the most common eye parts being monitored with gaze estimation techniques.
Existing techniques can be categorized according to degree of intrusiveness, technology employed (e.g.,
active versus passive), cost, and target application domains.
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Intrusive techniques require some equipment to be put in physical contact with the user, such as
electrodes, contact lenses, or head-mounted devices [Duchowsky 2003]. Nonintrusive techniques are
mostly vision based, that is, they use cameras to capture images of the eye. Most of the commercial
devices adopting nonintrusive techniques often rely on the analysis of infrared light generated by an
emitter and reflected by the eye: The effect of such a reflection is to enhance the contrast between
the pupil and iris [Morimoto and Mimica 2005]. Such systems are fairly accurate, but also require
special and expensive hardware and, being based on active light emission, retain a certain degree of
intrusiveness. Moreover, sunlight and glasses can seriously disturb the reflective properties of IR light.
A common requirement for commercial systems is that the head remain perfectly still during use; this
is typically achieved by means of special supports for the chin. This is another factor that limits the
degree of usability of gaze estimation systems. IR-based eye trackers generally use the center of eye
and the glint (reflection of IR light on the eye surface): Assuming a static head, the glint acts as a
reference point and the vector from glint to center describes the gaze direction. Exploiting a neuralnetwork-based approach, in Ji and Zhu [2004] a technique based on IR is presented that reaches an
(not so good) accuracy of about 5◦ , yet allows head movements.
Other vision-based approaches avoid the use of active illumination, relying exclusively on natural
light. Such passive approaches typically use off-the-shelf hardware, and monitor eye gaze shifts by performing iris localization and tracking. Indeed, the human iris is a good part of the eye to track under
passive vision due to its perfectly circular shape (giving rise to ellipses under image projection) and its
chromatic contrast against the white region surrounding it: the sclera. Incidentally, the requirement
of robustness in uncontrolled conditions of illumination, image quality, and iris appearance does not
allow, for the purpose of iris detection/localization, the use of standard techniques employed in biometric identification [Ma et al. 2003; Daugman 2004] working under controlled conditions (i.e., unoccluded
iris). In Trucco and Razeto [2005] a robust iris localization approach is presented in order to develop a
bootstrapping or failure recovery module for an eye tracker. The ellipse describing the iris is fitted by
a simulated annealing approach, maximizing a criterion that compares the intensity variation across
the ellipse perimeter with a model derived from observations. Pure eye localization (i.e., without temporal tracking of the estimated gaze-shifts) approaches such as this, even when accurate at 99%, are
not suitable for some applications, for example, those where gaze estimates are fed back to the user
for human-computer interaction purposes. As a matter of fact, a 1% failure rate means, at a video
rate of 25 frames per second, one wrong estimate every four seconds. In Hansen and Pece [2005] an
active contour tracker is presented, combining particle filtering with the expectation-maximization algorithm. The tracker is complemented with a gaze-estimation system based on a projective model of the
image-to-gaze direction map. The tracker works at multiple scales and reaches a good accuracy in the
image plane, especially with close-up views of the eye. However, the gaze-estimation method proposed
requires that the head remain fixed, thus limiting the usefulness of the approach. In Wang and Sung
[2001] the iris contours are modeled as two planar circles and their projections on the retinal plane are
estimated. Given some anthropometric knowledge and user distance, gaze determination is obtained
from the elliptical shape of the projected iris with 0.5◦ error. In Beymer and Flickner [2003] and Shih
and Liu [2004] the problem of avoiding the calibration of the image-to-gaze direction map is addressed,
and solved in both cases by the use of a stereo-camera pair. Besides methods such as those cited earlier
that exploit features extracted from the image, such as contours and eye corners, other approaches are
appearance based and use all the raw image data as input. For example, in Xu et al. [1998] a neural
network is fed with 2000 training example images, and a gaze estimation accuracy of about 1.5◦ is
obtained.
Among the application domains of gaze estimation systems mentioned before, advanced humancomputer interaction is one of the most interesting for both its social and commercial impact. The
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field of human-computer interaction has largely benefited from the recent advances in computer vision
technology. Indeed, several systems have been developed in the recent past, where user body parts such
as head, arms, hands, and eyes are tracked in the image, and the results of image analysis are used for
the purpose of controlling the interaction space [Colombo et al. 2003]. In this context, gaze estimation
systems are among the most difficult to design. This is due to the fact that the remapping transformation
of image pupil position onto the interaction space (usually, but not exclusively, the computer screen) is
time dependent, and changes whenever the user moves his head.
In this article, a single-camera iris-tracking and remapping approach based on passive computer
vision is presented. The approach aims to obtain accurate measurements of the iris/pupil position for
applications in the area of eye-commanded human-machine interaction systems, employed, for example, to support severely disabled people in their interaction and communication needs. To this purpose,
tracking is performed with a RANSAC-like robust method for ellipse fitting that incorporates search
constraints so as to increase overall accuracy with respect to the standard RANSAC algorithm. The
tracking procedure also incorporates an iris localization algorithm, with the role of providing first
guesses for the iris position either at bootstrap time or when the tracker has to be reinitialized after a failure. A simple and effective blink detector has also been developed that can set the tracker
to an idle state in the absence of useful measurements (eye closed), and can be used to detect voluntary eye blinks related to selection actions in human-computer interaction applications. Tracking is
complemented with an on-screen remapping procedure capable of compensating for small user-head
movements. An extensive set of experiments is presented and discussed. The increased accuracy of
the constrained RANSAC algorithm with respect to the standard version is verified, together with the
ability of the approach to operate in real time and under different light conditions in the presence
of distractors. In addition, an evaluation method for the choice of layout of both hardware components and calibration points is described, which is based on the statistical propagation of measurement
uncertainty. Experiments also investigate the importance of providing visual feedback to the user
and the benefits gained from performing head compensation, especially during image-to-screen map
calibration.
The article is structured as follows: Section 2 explains in detail the approaches to tracking and
blink detection. Then, Section 3 discusses image-to-screen calibration and remapping, and the method
devised to perform compensation of head motion. Section 4 shows the results of the experiments carried
out. Finally, Section 5 draws the conclusions, and outlines directions for future work.

2.

IRIS TRACKING

The overall tracking approach can be described in terms of an automaton composed of two main states:
iris localization and iris tracing (see Figure 1). In the tracing state, the new position of the iris—
modeled in the image as an ellipse—is searched for, starting from its last estimate. If an ellipse is
found in the neighborhood of the previous one, the automaton remains in tracing state, updates the
estimate, and waits for the next frame. If a tracing loss occurs instead, the iris localization state is
reached, where several iris candidates are selected and passed back to the tracing state. Tracing
is then reinitialized with the iris candidate that best fits the image data. The automaton reaches
a third state (i.e., wait) any time the eye is found to be closed: This can happen either involuntarily (in which case eye blinks are rather fast) or voluntarily (as connected to the use of the eye as
a human-computer interaction device; eye blinks are in this case akin to mouse button clicks). An
eye blink detector based on image analysis serves to control the transitions to and from the wait
state.
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Fig. 1. The automaton describing the iris-tracking algorithm.

2.1

Iris Localization

In this state, the current frame (featuring a close-up view of the eye region) is analyzed so as to
generate a set of first guesses for the iris location. After linear equalization, the image is filtered using
morphological operators (erosion/dilation) so as to emphasize the contrast between iris and sclera.
The interest operators H y (x) and Hx ( y) are then computed along the x and y image axes. They are
cumulative intensity histograms based on image intensity I (x, y). In particular, the interest operator
along the x axis (the one along the y axis being obtained in a similar way) is defined as
H y (x) =

ν
 

δ(x + u, y),

(1)

y u=−ν

where δ(x, y) : IR2 → {0, 1} is a Boolean function such that δ(x, y) = 1 iff I (x, y) < τ . The parameters ν
and τ control, respectively, the smoothness and selectivity of the operator. The interest operators define
the two sets, X = {xi |xi is a local maximum of H y (x)}, and Y = { y j | y j is a local maximum of Hx ( y)},
whose Cartesian product X × Y = {(xi , y j )|xi ∈ X , y j ∈ Y } forms the set of putative locations of
the iris center. Figure 2(a) shows the interest window inside which the operators are computed. In the
figure, the x operator has one maximum corresponding to the iris position, while the y operator has two
local maxima corresponding, respectively, to the eyebrow and iris. In this case, two iris hypotheses are
issued, one of which is correct. The figure also shows the edge points extracted from the image, which
are used during the iris-tracing operation.
2.2

Iris Tracing

The iris-tracing module searches for the new iris position, starting from the last estimated iris position.
Iris search is performed as follows. First, the last estimated ellipse is uniformly sampled into N points.
At each sample point, edge points are searched for along a horizontal line using a multiscale ternary
search [Curwen and Blake 1992], and the location of the strongest edge is recorded. Once the set of all
N strongest edge points is formed, a robust ellipse-fitting algorithm is run, aimed at finding the new
image location and shape of the iris. The fitting algorithm is a modification of the RANSAC approach
[Hartley and Zisserman 2004]. Ellipse fitting with standard RANSAC requires: 1. selecting five points
at random inside the edge set; 2. estimating the (unique) ellipse through these points; and 3. computing
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Fig. 2. (a): The x and y interest operators, and the two iris location hypotheses (indicated by crosses) associated to their local
maxima; (b) the estimated iris position (indicated by an ellipse) after multiple-hypotheses testing during iris tracing.

the inliers with respect to the ellipse found, namely the edge points whose distance from the ellipse is
below a given threshold. Steps 1. through 3. are repeated several times (typically for a fixed number
of iterations, so as to ensure real-time performance), after which the ellipse with the highest number
of inliers (or consensus) is chosen as the best estimate, and its parameters are further refined through
a least-square fitting involving all the inliers found. In order to check whether the inliers related to
the RANSAC solution really possess an elliptical arrangement (hence the solution can be considered
acceptable as the new ellipse instance), a probabilistic validation is introduced, similar to the one used
in Brown and Lowe [2003] for validating homography estimates. Specifically, a verification model is used
to compare the probabilities that the set of inliers/outliers was generated by a correct or false ellipse
in the image. Denoted with Ni the number of inliers found among the N edge points, the RANSAC
solution is considered to be acceptable with a probability higher than 97% if Ni /N > 0.25. If this
condition is not met, a tracing failure occurs, and our “constrained RANSAC” tracing algorithm (from
now on, C-RANSAC) is run again using as a starting ellipse the circles of radius R centered at the
iris candidate locations generated by the iris localization algorithm. Figure 2(b) shows the recovery
from a tracing failure: Notice how the new estimated iris corresponds to one of the two hypotheses of
Figure 2(a). Notice also that all edge points estimated starting from the wrong candidate (in fact, the
eyebrow) do not provide an acceptable solution, as they are not arranged in an elliptical way.
Standard RANSAC is known to be robust with respect to outliers (in our case, outliers are all edges
not belonging to the border between iris and sclera). However, for the task at-hand an extension to the
standard method has been specifically developed in order to improve tracking performance: The idea
is to embed into RANSAC further knowledge about the tracing task. More explicitly, such knowledge
concerns the range of possible ellipse dimensions. Constraints on ellipse size can be expressed as
α R > a ≥ b > β R,

(2)

where a and b are, respectively, the major and minor ellipse axes α = 1.1 and β = 0.7 (these values were
chosen after extensive experimentation), and R is a reference iris radius that depends on the camera
zooming level, and can be chosen according to a rough knowledge of eye appearance. Embedding such
constraints into RANSAC is achieved by discarding, after step 2, all ellipse instances not satisfying
Eq. (2). Figure 3 shows a frame where standard RANSAC fails, while C-RANSAC provides a correct
solution. Figure 4 shows qualitative tracking results with C-RANSAC in four critical conditions of
use: (a) user wearing eyeglasses, (b) dim environmental light, (c) presence of the eyebrow (acting as a
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(a)

(b)

Fig. 3. A typical failure of standard RANSAC (a), and the corresponding result with C-RANSAC (b).

(a)

(b)

(c)

(d)

Fig. 4. Ellipse estimation in critical operation conditions: (a) eyeglasses; (b) dim light; (c) eyebrow in the interest window;
(d) lateral eye.
ACM Transactions on Multimedia Computing, Communications and Applications, Vol. 3, No. 4, Article 20, Publication date: December 2007.

Robust Tracking and Remapping Eye Appearance with Passive Computer Vision

(a)

•

20:7
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Fig. 5. Eye closure detection based on downward shifts of the vertical cumulative histogram: (a) no shift: eye open; (b) shift: eye
closed.

distractor) in the interest window, and (d) lateral eye gaze. In all cases, the fitting performance appears
to be quite good, even if in case (d) an ellipse slightly bigger than the actual one is estimated.
2.3

Eye Blink Detection

The eye blink detection algorithm controls transitions to and from the wait state, thus disabling/enabling
the tracking algorithm. It exploits a simple heuristics based on the behavior of the interest operator
along the y axis: During eye blinks, the peak of Hx ( y) corresponding to the current instance of the
iris center undergoes a dramatic downward drift. Let us consider the difference  y between the y
coordinate of the iris center and the local maximum ŷ of Hx ( y) nearest to it. When the eye is open
this difference is small, since ŷ likely corresponds to the new position for the iris center, as shown in
Figure 5(a). When the eye is closed instead, ŷ is not due to the dark region inside the iris, but is mainly
1
due to eyelashes (see Figure 5(b)). To discriminate between these two situations, a threshold γ = 16
R
proportional to the reference iris radius is introduced, thus taking into account possible different zoom
levels. When the difference  y is greater than γ , the eye is considered closed.
3.

REMAPPING

The mapping between the iris center position in the image, namely x, and the screen location p that
is being pointed at, is modeled as a planar homography. This model extends to full perspective the one
proposed in Colombo and Del Bimbo [1997], where an affine camera model was used.
Let us assume for the moment that the head is fixed. Then, the (nonlinear) remapping transformation
can be written as [p 1] ∼ M[x 1] , where M is a constant 3 × 3 homography matrix (eight degrees
of freedom), and ∼ denotes equality up to a scaling factor (depending on x). Assume now that the head
begins to move, while the eye maintains fixation on the same screen point p. Then, the mapping becomes
 
 
p
xt
∼ Mt
,
(3)
1
1
where Mt and xt are both time dependent. In particular, the pupil shift in the image
xt − x0 = h xt + e xt ,

(4)
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related to a movement of the head, is the composition of two shifts: h xt , due to the eyeball center
movement as part of the head; and e xt , due to the eyeball rotation around its center, which is required
to maintain fixation on p. In order to use Eq. (3) to remap the current iris center onto the screen, the
map Mt must be estimated on a frame-by-frame basis. Assuming a multiplicative update law for the
map, that is,
Mt = M0 Ut ,

(5)

the image-to-screen map estimation process can be split into two distinct phases: (i) calibration of M0
executed once at startup (0 ≤ t ≤ Tc ); and (ii) estimation of the map update matrix Ut at runtime
(t > Tc ). Of course, calibrating the map M0 does not mean having to calibrate the camera, that is,
estimating the camera internal parameters: From this point of view, the computer vision approach
developed in this work is an uncalibrated one. Indeed, the matrix M0 can be estimated in a robust way
k
by first collecting a set of image measurements {xi }i=1
, k ≥ 4, and then using Eq. (3) as a model for
the RANSAC algorithm. Image measurements must be related to at least four noncollinear points on
the screen, referred to as “calibration points.” As the head can move also during the calibration phase,
estimating head motions in the image and compensating for them is required at any time t > 0.
3.1

Compensation for Head Motion

To estimate the effects of rigid head motions in the image, the Lucas and Kanade feature tracker [Lucas
and Kanade 1981] is applied to the two image regions that are, respectively, above and below the interest
window including the eye. Such regions include portions of the face that have approximately the same
orientation of the eye plane, and are thus suitable for measuring the image motion patterns related to
3D movements of this plane. The image region inside the interest window is excluded, as it includes the
eyeballs, whose rotations are actually independent of rigid head movements. The assumption here is
that the user does not change expression during eye tracking: A change of expression would introduce
a nonrigid term in the image motion pattern, which is also independent of head movements.
Image head motion is modeled by the affine transformation At (six degrees of freedom) such that

 

x0 + h xt
x0
At
=
.
(6)
1
1
Since for all imaged head points the term e xt in Eq. (4) vanishes identically, the matrix At can be
n
estimated in a robust way by collecting a set of image measurements {xit − xi0 = h xit }i=1
, n ≥ 3, and
using Eq. (6) as a model for the RANSAC algorithm.
Once estimated, At is exploited, as said before, both during calibration and point remapping. At
calibration time, At is used to transform the current image measurement of the iris center xt into
its corresponding reference location x0 . This is done by considering that for small head movements,
the term e xt in Eq. (4) can be neglected also for pupil shifts, thus allowing Eq. (6) to be applied. At
remapping time, updating the image-to-screen map is simply done by using At in place of Ut in Eq. (5).
Indeed, under the aforementioned “small head movements” hypothesis, it is easy to show by combining
Eqs. (3) through (6), that the map update matrix and affine motion matrix are actually coincident.
4.

EXPERIMENTAL RESULTS

Several experiments were performed to assess the performance of the software modules implementing
the algorithms developed for this work. The hardware employed for the experiments involved a digital
camera with a 12× optical zoom and an image resolution of 640 × 480 pixel, a 19 computer screen
working at a resolution of 1024 × 768 pixels, and a standard laptop with a 1.73 GHz processor. Several
users alternated during the experiments: Performance figures will be provided for the average user. For
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20˚

Fig. 6. The experimental layout.

the experiments, a general, nonsymmetric layout of user, camera, and screen was chosen (see Figure 6).
The users sits in front of the screen at a distance of approximately 60 cm from it. The camera is placed
on the lower-left side with respect to the user: The optical axis is at an angle of about 15◦ with respect
to the ground plane, and 20◦ with respect to the normal screen plane. In all experiments, the constant
ν in Eq. (1) is set to R = 60 pixels. The threshold τ is set to a fixed value of 32, empirically chosen after
several tests done under different lighting conditions. To ensure real-time performance (25 frames per
second), 260 tracing RANSAC iterations per frame are run.
4.1

Tracking

In order to test the tracking behavior, a real image sequence of 594 frames (for a total duration of
23.7 s) with several eye movements was recorded: The iris position and shape in each frame of this
test sequence was manually annotated and compared against the automatic tracking results. Figure 7
shows the tracking accuracy with both the standard RANSAC and C-RANSAC algorithms for the
central portion of the test sequence, in which both smooth pursuit and saccadic eye movements take
place. The y (i.e., vertical) coordinates of the estimated versus ground-truth ellipse centers are shown.
From a comparison of the two diagrams it appears that the tracking behavior of RANSAC is affected
by two “spikes” (occurring at frame numbers 255 and 304) that significantly decrease performance
with respect to C-RANSAC. Spikes arise from partial iris occlusions due to the eyelids: Such occlusions
reduce the number of detectable points for the upper and lower parts of the iris, and consequently
make it more difficult for the fitting algorithm to estimate an ellipse with the correct major/minor
ellipse axis ratio (refer again to Figure 3, showing what happens at frame 255). Figure 8 presents a
comparison of tracking errors for the last portion of the test sequence, involving head movements. Errors
are reported for both the x and y components of the ellipse centers. In this case as well, C-RANSAC
performs better than RANSAC. However, their x errors are quite similar due to the smaller influence
of eyelid occlusions on the estimation of horizontal components of the ellipse centers. In Figure 9,
the distribution of tracking errors along the y axis for the whole test sequence is reported for both
the standard and constrained algorithms. The diagrams show that the latter approach has a less
dispersed error than the former, which instead exhibits relevant tails in the distribution and a nonzero
average.
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Fig. 7. Tracking accuracy (frames 200–400) for the y coordinate of the ellipse center: (a) RANSAC; (b) C-RANSAC. The dotted
line is the ground truth.

To gain a further insight into fitting behavior, two different Monte Carlo simulations were also carried
out, using as reference the ground-truth ellipse for frame number 99. This ellipse is parameterized as
x(ϑ) = (a cos(ϑ) + x0 , b sin(ϑ) + y 0 ), where (x0 , y 0 ) is the center and a, b are the lengths of the two
semi-axes. In the first simulation, the two point sets {x(ϑ)|ϑ ∈ [−π/5, π/5]} and {x(ϑ)|ϑ ∈ [4/5π, 6/5π]},
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Fig. 8. Comparison of tracking errors (frames 500–594) for RANSAC (dashed) versus C-RANSAC (solid): (a) y coordinate of the
ellipse center; (b) x coordinate of the ellipse center.
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Fig. 9. Comparison of tracking error distributions for the y coordinate of the ellipse center (frames 1–594): (a) RANSAC;
(b) C-RANSAC.
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Fig. 10. Comparison of tracking error distributions for the y coordinate of the ellipse center (frame 99), RANSAC (dashed)
versus C-RANSAC (solid): (a) Gaussian noise only; (b) Gaussian noise plus distractors.

respectively corresponding to the left and right visible portions of the iris, were corrupted with additive
white Gaussian noise N (0, σ 2 ), σ ∈ [0.1, 1.0]. For each noise level, 1000 ellipse fitting tests were run.
In Figure 10(a), the standard deviation of the y error is shown: In the presence of pure Gaussian noise,
the performance of RANSAC is slightly better than C-RANSAC. Figure 10(b) next reports the results
for the second simulation, aimed at testing the fitting performance in the presence of non-Gaussian
distractors (e.g., spurious edge points due to eyelids or eyelashes, light reflections, etc.), whose effects
were simulated by adding extra random points to the noisy ellipse data of the previous test. In this
case, C-RANSAC clearly outperforms standard RANSAC. Moreover, from comparison of Figures 10(a)
and (b) it emerges that at high noise values, the performance of RANSAC gets worse by about 8.0 times,
while that of C-RANSAC decreases only by 2.5. The beneficial effects of the C-RANSAC strategy on
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tracking robustness are due to the fact that the solution of the fitting problem is taken from a limited
space, thus guaranteeing a graceful performance degradation, even in the presence of highly perturbed
data such as that occurring in practice. The price to pay for this is a slight performance drop in the
ideal case of pure Gaussian perturbations.
4.2

Calibration

The influence of image-to-screen map calibration on remapping accuracy is addressed here. To calibrate,
the user is required to sequentially point at eight points on the screen: 100 measurements of the
iris center are collected for each calibration point that is gazed at by the user for 4 s. Calibration
points are so arranged: Four at the corners of the screen, and four (with a rhomboidal layout) at its
center.
Figure 11(a) shows iris center measurements in the image plane for cases of both compensated
and uncompensated head movements. Although the user was required to maintain his head in fixed
position, an involuntary head drift is clearly evidenced by the uncompensated image clusters. The
beneficial effects of the head compensation algorithm are also clear: The compensated clusters are
more compact and arranged in a more reasonable way. As a matter of fact, using the uncompensated
data for calibration would produce a grossly incorrect remapping law. The screen point clusters obtained by remapping image measurements onto the screen using the calibrated map are shown in
Figure 11(b), together with ellipses summarizing their second-order spatial distribution (“uncertainty
ellipses”).
The calibrated map obtained as described earlier was used together with the screen/image point pairs
(the screen points pointed at are assumed to be the centers of the calibration circles) to infer the value
of remapping uncertainty at any screen point. To this aim, the 2 × 2 covariance matrix p at any point
p in the screen is evaluated following the approach in Criminisi et al. [1999]. Given the covariance
matrix, the uncertainty at p can be expressed in terms of the elliptical confidence region
(q − p)

−1
p (q

− p) ≤ χ 2 ,

(7)

namely, the locus of points q that, with a given probability, will be remapped to when the true screen
point is p. The parameter χ 2 controls the size of confidence region based on the chosen probability value.
Under the hypothesis of normal distribution for p, χ 2 = 5.99 yields an ellipse large enough to contain
the true value of p with a probability of 95%. Remapping uncertainty propagation was investigated
under three different choices of number and location of calibration points. Figure 12 reports, at all screen
points, the value of the major semi-axis of the confidence ellipse for: (a) only the four screen corner points,
(b) only the four central points, and (c) all eight points. In the first case, uncertainty is maximum at
the top-right screen corner, and minimum at bottom-left. Also, uncertainty is higher at top-left than at
bottom-right. This pattern can be explained by recalling that during the test, the camera was placed
to the lower-left side with respect to the user sitting exactly in front of the screen. Therefore, the iris
shift in the image during a gaze shift around the bottom-left screen corner is the largest possible, and
hence the most accurate to measure. Concerning case (b), the uncertainty pattern is radially symmetric
with respect to a point located at the middle-bottom of the screen: This is also easily explained by the
fact that the iris shifts occurring around the central calibration points are almost equal in size. Notice
also that, since in this case the calibration points are closer to each other than in the previous case,
the corresponding gaze shifts are also smaller, thus increasing the value of the maximum uncertainty.
Finally, in case (c) where all of the calibration points are taken into account, the uncertainty pattern
is somewhat of a mixture of the two aforesaid patterns, and exhibits an overall axial symmetry with
respect to the vertical middle line of the screen, with uncertainty values increasing from bottom to
top. Several calibration tests were carried out, always providing comparable results. The value for the
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Fig. 11. (a): Effect of the head compensation algorithm (image plane). The clusters labeled with squares correspond to compensated measurements; circular labels denote uncompensated measurements; (b) the compensated clusters of (a) as remapped
onto the screen after calibration. Crosses indicate centers of calibration circles. For each cluster, the corresponding “uncertainty
ellipse” is drawn (see text).
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Fig. 12. Pointwise remapping confidence, using for calibration: (a) the four corner points only; (b) the four central points only; and
(c) all eight points. All values are expressed in mm. Intensity is inversely proportional to confidence, hence directly proportional
to uncertainty.
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Fig. 13. Remapping errors while pointing at a sequence of 20 random screen points (denoted by crosses). Coordinates are in mm:
(a) fixation without feedback. Results obtained soon after calibration (circles) and 10 m later (stars); (b) fixation with feedback,
both with head compensation (circles) and without (stars).

major semi-axis of the confidence ellipses ranges from 7.1 to 8.8 mm for the performed tests, while the
minor semi-axis ranges from 5.4 to 8.0 mm. Experiments of the kind previously described can be used
to evaluate the best number and location of calibration points as a function of both the expected accuracy
and of the chosen camera-user-screen layout.
4.3

Remapping

In this section, experiments on eye gaze remapping are described and discussed. For all tests, the
image-to-screen map was calibrated using the eight-point pattern described in the previous section.
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Fig. 14. Exploitation of smooth pursuit eye movements for on-screen sketching. The ground-truth drawing is shown with a
dotted line.

Head compensation was performed during calibration. Two experiments were done to gain insight
into the remapping accuracy while pointing at a sequence of 20 screen points generated at random,
and presented to the user one-at-a-time. The error between the true screen points and the estimated
(remapped) ones was recorded, and an overall accuracy measure was computed in terms of average and
standard deviation of the error. In the first experiment, devoted to assessing the temporal degradation
of remapping accuracy, no feedback was provided to the user about the remapped screen position. The
random sequence was shown to the user twice: The first soon after calibration, and the second time
10 minutes later. Results are shown in Figure 13(a). The average error for the first sequence is 3.2 mm,
with a standard deviation of 0.9 mm. In the second sequence, the average error is 4.0 mm, with a
standard deviation of 1.8 mm. Recalling that the distance between user and screen was 60 cm, the
average angular gaze estimation errors are 0.31◦ and 0.38◦ , respectively. These results are comparable
with those obtained with commercial systems employing active technologies. The second experiment
aimed at investigating the remapping accuracy in the presence of a visual feedback of user action.
The user had eye control of the mouse icon, and was asked to place it on each of the random screen
points by suitable eye movements. Results are shown in Figure 13(b), where circles and stars refer,
respectively, to measurements with and without head compensation. In the first case, the average
error is 2.6 mm (corresponding to 0.25◦ ), with standard deviation 1.3 mm. In the second case the
average is 1.7 mm (0.16◦ ), with deviation 0.9 mm. Results show that performance improves in the
presence of visual feedback. Another important conclusion is that in the presence of visual feedback,
it is better not to compensate for head motion: Indeed, remapping performance is even better without
head compensation. This is explained by the fact that if provided with feedback about his action, the
user himself unconsciously compensates for remapping errors with slight head movements. (However,
users with particular disabilities may not be able to control the head properly; for such users, head
compensation is mandatory to ensure an acceptable performance.) Figure 14 illustrates this point even
better. The figure shows a 2D sketch made by the user by exploiting visual feedback without head
compensation. The user was asked to reproduce, using the eye-controlled mouse icon, a line drawing
displayed on the screen. The task was successfully performed through the execution of smooth pursuit
eye movements.
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Fig. 15. A real application scenario for ocular control of an interface: (top and middle) mouse icon placement through a gaze
shift; (bottom) item selection after an eye blink.
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An Interaction Scenario

To conclude the experimental section, a realistic human-computer interaction application using the
proposed framework is described. The reference scenario is that of a severely disabled person, whose
only residual motor capabilities are those of the eyeballs. The user’s task is to control a conventional
“Window, Icon, Menu, Pointer” interface with ocular control. In other words, eye shifts and blinks are
used, respectively, for controlling pointer icon dragging and mouse button clicking. Eye blink detection
has a success rate of about 100% with trained users, who perform eye blinking by gently closing the
eye; that is, as when falling asleep. Success performance degrades to about 80% when untrained users
wink: In this case, the histogram-based eye blink recognition method can be distracted by face wrinkles,
eyebrows entering the interest window, etc. Figure 15 illustrates the task of reaching (top and middle)
and selecting (bottom) a thumbnail on a computer screen. Since the remapping uncertainty of the
approach is lower than the size of typical menu icons at a standard resolution, users can successfully
control an interface of this kind.
5.

CONCLUSIONS AND FUTURE WORK

In this work, a robust, single-camera, real-time eye-tracking algorithm was presented, also embedding an eye blink detector working equally well for both voluntary and involuntary eye closures. A
constrained RANSAC approach for iris tracking was proposed that performs better than standard
RANSAC in the presence of distractors and occlusions in the image sequence. The approach is complemented with an on-screen remapping method capable of compensating for small head movements.
An extensive experimental section was provided, illustrating the characteristics and limitations of the
various components of the framework. In particular, an evaluation method for the choice of layout
of both hardware components and calibration points was presented, which is based on the statistical
propagation of measurement uncertainty. Experiments also outlined the importance of providing visual feedback to the user and the benefit gained from performing head compensation, especially during
image-to-screen map calibration.
In the following, four directions for future research are provided: (i) to improve further the imageto-screen mapping model, by taking explicitly into account the spherical shape of the eyeball and
typical biometric characteristics of the human eye and oculomotor system; (ii) to relax the “neutral
expression” constraint set for head compensation, by decoupling face motion in the image into its rigid
(head movement) and nonrigid (facial expression) components; (iii) to generalize the approach to passive
interaction surfaces such as books, newspapers, and paintings; and (iv) to extend the framework to the
problem of determining the 3D coordinates of a location pointed at in space; this will possibly involve
the use of two cameras and/or image analysis of both eyes.
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